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3amMeyvyannga no NUMA

VY Xoct (CPU) NUMA(Non Uniform Memory Access) BamseT Ha

v/

/,/

nepenayy yepes PCle B cucremamun ¢ apyma |OH

— MeHbLuasg nponyckHasa cnocobHoCTb Npu nepeaaye Ha aanbHUn” GPU
— [lononHuTenbHbIN CKAYoK Yepe3 QP|
- Kacaetcs nwoboro PCle yctpomncrsa, He Tonbko GPU

e Hanpumep, ceTeBble KapThbl

Crapautecb 3anyckatb CPU notokun Ha cokeTe, onmxHeM K |OH

unny GPU
- MoykHo ncnone3osatb numactl, GOMP CPU AFFINITY, KMP AFFINITY, v T.4.

KonnyectBo ckaykoB no PCle He3HauyutenbHO BAUSET Ha
CKOPOCTb nepeaayu
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Ponb CUDA

» CUDA - 310 AP| ong opranm3saumuu
BblumcneHnn Ha GPU, HO He Ha BCEM KnacTepe

=

na pabotbl ¢ 6onee CNOXHble CUCTEMAMU
Heo6xoaMMO MCNONb30BaTb AOMNOAHUTENbHbIE
MPOrpaMMHbIe MOOENU
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Heckonbko GPU Ha 04HOM y3ne

Y Crnocobbl koHTponsa GPU:

e (OaouH CPU notok

 Heckonbko CPU noTOKOB OTHOCSILLMXCS K OAHOMY
npoueccy

 Heckonbko CPU npoueccos
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OC: npouecchl

O CobOcTBEeHHbI KOHMeKCm B cuctemMe
(namaTb, pannsl,...)

Y  YnpaBneHue npoueccaMm NpomMcxoamuT
yepes3 CUCTEMHbIe BbI30Bbl (CpaBHUTENbHO 40POro)

v/

v  Kaxabin CPU npouecc nMeet cBoe aapecHoe
MPOCTPAHCTBO

/,/

[Tpouecc MOXeT co3aaTb HECKOIbKO NMOTOKOB B
pa3aeNSeMOM apeCcHOM NPOCTPAHCTBE



Snviia. - TESLA

[Mpouecc N°1

SnwiDla. - TESLA

[Tpouecc N22

\ ) 5 nviDla. TESLA
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OC: 1OTOKU

Y Ob0wmr poctyn Ko BCeEM NAMATU pOAUTENBCKOIO
npoL.ecca, ToKasbHag NaMATb NOTOKA

Y~ B ynpasnennn notokamm OC MoXeT Urpatb
MEHbLUYI POJb
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[ToTok N21

[ToToK N22

) 5 nviDla. TESLA
\ 1

[1pouecc
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KoHTekcT ycTpouncrea (CUDA)

\  KOHTEeKCT — NpuBA3aHHAg K onpeneneHHoMy
YCTPOMUCTBY ynpaBnawowaa MHpopmMaums
(BblaeneHHasa device-naMaTb, pe3yabraT onepauumu,...)

Y [lpun obpawennn k yctpomctey MHorne CUDA-BbI30BbI
TPebyoT CyLW,eCTBOBAHME KOHTEKCTA
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KoHTekcT ycTpouncrea (CUDA)

Y M3HayanbHO NOTOK/npouecc He nMeeT
Tekywero CUDA-KOHTEKCTa

Y~  Ecnum B npouecce/noToke HET TEKYLLLEro KOHTEKCTa,
TO OH ByneT co34aH HESIBHO NMpM HEOBXO0AMMOCTU

> OpHO yCTpOMCTBO MOXET UMETb HECKOIbKO KOHTEKCTOB



[ToTok N21

ctx1

ctx2

[ToToK N22

ctx 53

[1pouecc
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KoHTekcT ycTpouncrea (CUDA)

Kaxabin npoLuecc/noTok MoXeT UMeTb He bonee
OAHOTI0 TEeKYLLLEro KOHTeKCTa

/,/

v/

Y [lpouecc/noTok MoXeT co3aaBaTh U yAaNATb KOHTEKCThI,
MEHATb TeKYLLMUN KOHTEKCT
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YnpaBneHne KOHTeKCTaMu

Y CUDA API:

e KOHTEKCT YCTPOUCTBA CO30aETCS HESBHO
e [lepekntoyeHne KOHTEKCTA:
cudaSetDevice(<HoMep ycTpoucrtea>)

Y  Driver API:

e cuCtxCreate/cuCtxDestroy
o uCtxPushCurrent/cuCtxPopCurrent
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Co3paTb Npouecc, MCrnosib3yrwmun ogHOBPEMEHHO
Heckonbko GPU c nomMowbto cudaSetDevice

Peanuzaumus: serial/serial cuda/
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Co3a0aTb HECKOJIbKO npoL.eccoB, 06pabaTbiBatOLLMX
He3aBUCUMble OAaHHble HA 0OHOM UK Heckonbkux GPU

Ecnv B cnucteme oamH GPU, ncnonb3oBaTb €ro
BO BCeX npoueccax.

Peann3zauus: unix/process fork cuda/
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[MTpnmep N22

[Tpouecc N21 » cudaSetDevice(0) >
fork ()
/
[Tpouecc N22 > cudaSetDevice(1) >




fork( )

// Call fork to create another process.

// Standard: "Memory mappings created in the parent
// shall be retained in the child process.”

pid_t fork_status = fork();

// From this point two processes are running the same code, if no errors.

1f (fork_status == -1)

{
fprintf(stderr, "Cannot fork process, errno = %d\n", errno);
return errno;

¥

// By fork return value we can determine the process role:
// master or child (worker).
1nt master = fork_status ? 1 : 0O, worker = !master;

// Get the process ID
int pid = (Int)getpid;
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Y  Peanuzaumng — onbnmorteka, LeMOH

> EOMHBIM KOO UCNONTHAETCS MHOXEeCTBOM
napannenbHblIX NpoLLeccoB

> JleMoHbl MPI KOHTpONMpPYIOT 3anyCcK U COCTOAHME
MPOLEeCcCoB Ha Yy31aX BblYUCIUTENIbHOWU CETU

> JleMoHbl MPl KOHTpONMpPYIOT 3anyCcK U COCTOAHME
MPOLLeCCOB Ha y3/1axX BbIYUCNUTENIbHOU CEeTH
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Message Passing Interface (MPI)

» [lopoxpeHne MHOXecTBa NpoOLLECCOB
mpirun, mpiexec

Y MHunumanusauuq, nemHunumanmlaums
MPI Init, MPI Finalize

> OOMeH oaHHbIMU
MPI Send, MPI| Recv, MP| Bcast,...

> CMHXpOHM3aUMS
MPI| Barrier, ...
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GPU-namartb B KoMaHaax MPI

[looaep)kka UCNONb30BAaHMA OeBalC-aapecoB
B MP| komanpax ¢ CUDA 4.0

HoctynHa B OpenMPI trunk (Rolf vandeVaart)

[dmikushi1n@sm06 forge]$ svn co http://svn.open-mpi.org/svn/ompi/trunk ompi-trunk
[dmikushin@sm06 forge]$ cd ompi-trunk/

[dmikushin@sm06 ompi-trunk]$ ./autogen.pl

[dmikushin@sm06 ompi-trunk]$ mkdir build

[dmikushin@sm06 ompi-trunk]$ cd build

[dmikushin@sm06 build]$ ../configure --prefix=/home/dmikushin/opt/openmpi_gcc-trunk
--with-cuda

[dmikushin@sm06 build]$ make install
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Y B MPI Send/ Recv - device-yka3zatenu dinl/din2

float *dinl, *din2;

cuda_status

cuda_status

cudaMalloc((voi1d**)&d1nl, size);

cudaMalloc((vo1d**)&d1n2, size);

MPI_Request request;
1nt 1next = (1process + 1) % nprocesses;

1nt 1prev =
nprocesses :

_i

process - 1; 1prev += (1prev < 0) ?

// Pass entire process input device buffer directly to input device buffer

// of next process.
mpi_status =
mpi_status =
mpi_status =

MPI_TIsend(dinl, n * n, MPI_FLOAT, 1next,
MPI_Recv(din2, n * n, MPI_FLOAT, 1prev,
MPI_Wait(&request, MPI_STATUS_IGNORE);

, MPI_COMM_WORLD, &request);
, MPI_COMM_WORLD, NULL);
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[MTpnmep N23

C nomouwbto MPI co3pgatb HECKONBKO NPOLECCOB,
0bpabaTtbiBaOLWMX HE3aBUCUMbIE AaHHble Ha GPU
M OOMeHUBaKLWMXCA pe3ynbTataMu Yepes namsatb GPU.

Peanusauma: mpi/mpi cuda p2p/
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POSIX threads (pthread)

Y Peanuzauma - onbnmoTteka

V) [lonb3oBatenb ABHO ynpaBngeT CoO34aHUEM,
3aBepLieHneM NOTOKOB U UX CBOUCTBAMU

W [lonb3oBaTenb 9BHO ynpaBngeT B3auMoO4enCTBUEM
MOTOKOB
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POSIX threads (pthread)

> [lopoxaeHue u oxxmaoaHue 3aBepLueHns NoToKa
pthread create, pthread join

Y KpuUTnyeckasa cekums
pthread mutex lock, pthread mutex unlock, ...

> bapbepHaa U ycnoBHAA CUHXPOHM3ALMS
pthread barrier walit, pthread cond wait
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C noMouwbto pthread co3paTb HECKO/IbKO NOTOKOB,
napannenbHo obpabaTbiBaOLWMX HE3ABMCUMbIE AAHHbIE
Ha GPU n obMeHunBaowmnxca pesynsratamu yepes namatb GPU.

Peanunsaumns: pthread/pthread cuda p2p/
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cudaSetDevice(0)

—>»|  [loTtok N23

cudaSetDevice(1)

routine

OuepenHas ntepaums

CUDA
kernel

——>» [ToTok N

cudaSetDevice(N)

‘ CUDA
kernel

CUDA
kernel

CUHXpPOHM3ALUS
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Y Peanuszauung — gmpekTusbl (paclumMpeHuns
a3bikoB C, Fortran,...), bubnunorteka

v/

Y (Co3pmaHueM U 3aBeplieHMeM NOTOKOB ynpaBaseT
runtime-bnbnmnoteka, HEKOTOpble CBOMCTBA NOTOKOB
MOTYT ObITb 3a4aHbl NO/1Ib30BATENEM SIBHO

/,/

[lonb3oBaTenb 9BHO ynpaBAgeT B3aMMO4eNCTBMEM
MOTOKOB
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OpenMP

W [lapannenbHoe ncnonHeHune
#pragma omp parallel

Y YMCNno NOTOKOB
omp_get_num_threads(), OMP_NUM_THREADS

W [lapannenbHble unKbl
#pragma omp parallel for
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[Mpnmep N25

C nomouwbto OpenMP co3aaTb HECKOJIbKO MOTOKOB,

napannenbHo obpabaTbiBaOLWLMX HE3ABUCUMBIE
naHHble Ha GPU n CPU.

Peanunsauua: openmp/openmp cuda/



omp section-s, parallel for

// For each CUDA device found create a separate thread
// and execute the thread_func.
#pragma omp sections
{
// Section for GPU threads.
#pragma omp section

d
¥

// Section for CPU thread.
#pragma omp section

d
¥
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omp section-s, parallel for

// Section for GPU threads.
#pragma omp section

{

#pragma omp parallel for
for (int 1 = 0; 1 < ndevices; 1++)

{
config_t* config = configs + 1;
config->i1device = 1;
config->step = 0;
config->nx = nx; config->ny = ny,
config->1nout_cpu = 1nout + np * 1;
config->status = thread_func(config);
h
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omp section-s, parallel for

// Section for CPU thread.
#pragma omp section
{
// In parallel main thread launch CPU function equivalent
// to CUDA kernels, to check the results.
control = 1nout + ndevices * np;
float* i1nput = 1nout + (ndevices + 1) * np;
for (Aint 1 =0; 1 < nticks; 1++)

{
pattern2d_cpu(l, configs->nx, 1, 1, configs->ny, 1,
1nput, control, ndevices);
float* swap = control;
control = 1nput;
Tnput = swap;
}

float* swap = control;
control = 1nput;
Tnput = swap;



Boost

W (Co3naHuMe NoToKa
boost::thread, boost::bind

Y CHMHXpOHM3aUUS
boost::mutex, boost::barrier
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C noMowbto Boost co3aatb HECKONBKO NapanienbHbIX
MOTOKOB, NOLWAaroso o6pabaTbiBalOWMX HE3ABUCUMbIE
naHHble Ha GPU n CPU ¢ cnHxpoHm3zaumnen

Mnocne KaXkaoro wara.

Peanusayua: boost/boost cuda/
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